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Hello.  My name is Roark Pollock and I’m Director of Product Marketing for TippingPoint,

a leading producer of Intrusion Prevention Systems.

Today I am going to provide a short tutorial on Intrusion Preventions Systems, commonly known as an IPS.

Let’s look at Intrusion Prevention from a business perspective.  

The number, type and sophistication of threats is increasing and most organizations simply can’t keep up. 

We call this the Security Gap.  So the IPS is designed to automate network security and address this security gap, 

unlike Intrusion Detection-based systems that rely on an alert and response security model.

The IPS itself is a hardware device built on a simple premise – dirty traffic goes in and only clean traffic comes out.

So the IPS provides in-line, automated attack blocking to help companies keep up with the growing threat landscape 

including things like: Worms, Viruses and Spyware,

DDoS and Operating System attacks,

Enterprise and Web application vulnerability attacks,

and VoIP and Industrial Control System attacks.

It can even block or rate limit bandwidth hogging applications like P2P and Instant Messaging.

But, to go in-line, the IPS must be designed from the ground up to deliver:

High availability,

Multi-gigabit Throughput, with switch-like Latency,

Very high Filter accuracy,

and must be very Easy to Use.

So let’s talk about each of these criteria in more detail.

First, top priority for the IPS solution is providing real-time automated protection without reducing network availability.

The IPS is designed with the same type of high availability features you’d expect in routing and switching infrastructure.

This includes items such as dual hot-swappable power supplies and the ability to update the operating system with no down-time. 

In addition, the IPS monitors its own internal processes.  So if an internal failure is detected,

it can automatically stop data packet inspection, then fail-open and permit all traffic to pass unimpeded.

In addition, the IPS can be doubled up for redundancy purposes as shown in the picture on the right side of the slide.

Should an IPS or one of its connections fail, traffic can automatically be routed to a second IPS appliance

without any loss of network Availability or Security.

So the combination of high availability and redundancy features ensures your network remains highly protected and highly available.

After network reliability, performance is the next priority. 

The IPS must operate transparently to the network and critical business applications. 

Otherwise security gets in the way of business operations 

and you can be sure users will complain about the performance if that happens.

In many corporate IPS deployments the IPS must be able to inspect traffic up to 5 and even 10 gigabits per second

with latency of less than 100 micro-seconds.

So IPS performance is based on “Inspected Throughput”, not simply “Hardware Throughput”.

What matters is how fast the IPS can inspect traffic and block the malicious content;

not the speed that the hardware device can simply pass traffic. 

These are 2 very different measures of performance so it is important to understand the difference.

Let’s talk about the filters and on-going filter services that are at the heart of any IPS.  

The key measures of success for the IPS filter service, like TippingPoint’s Digital Vaccine service, are:

The Accuracy of the filters,

The Coverage of the filter set, and

The Timeliness of the filter releases.

So let’s look at the first critical measure – Filter Accuracy.  

The IPS filters have to deliver unmatched filter accuracy so they don’t block legitimate traffic. But, achieving this is non-trivial. 

It requires the security knowledge and expertise to write filters to guard an entire vulnerability, not just a known exploit.

But, what do I mean by that? Let’s pretend that the hole on the side of this server is an application or operating system vulnerability.

And that this red oval is an individual exploit that attacks this particular vulnerability.

To stop this exploit, many security companies write what is known as an exploit filter. These simple filters stop the exploit,

but because of their coarse design they also frequently block legitimate traffic – creating false positives.

And worse, they leave parts of the vulnerability exposed to other similar exploits. 

In fact, blocking all the exploits for individual application vulnerabilities can sometimes require over 100 exploit filters.

Fortunately there is a more scalable alternative. 

TippingPoint creates Vulnerability Filters that completely block all exploits for a given vulnerability. 

And we can do this without creating any false positives or blocking any legitimate traffic.

These TippingPoint vulnerability filters deliver unsurpassed filter accuracy. So, we’ve heard that filter accuracy is critical,

but if an IPS doesn’t provide broad vulnerability coverage in a timely manner, it’s still not doing its job.

So next, let’s look at the COVERAGE and SPEED at which IPS vendors can develop and deliver IPS filters.

One simple way to measure this is to look at all the Microsoft vulnerabilities in any given year, let’s say 2007.

In this first chart you can see that TippingPoint provided filter coverage for 74 out of 75 known Microsoft vulnerabilities.

And on the chart on the right, you can see that those filters were delivered by TippingPoint’s DVLabs security research team

an average 68 days prior to the public disclosure of those vulnerabilities.

This means TippingPoint customers got Microsoft vulnerability coverage

on average a full 9 plus weeks prior to the public knowing the vulnerability even existed.

Finally, for IT organizations to get the most out of any security product they have to be easy to use.

Therefore, the TippingPoint IPS and management appliance are both designed to provide easy installation

and management of large and even global IPS deployments.

In fact, the initial device installation and policy configuration can be performed in about 1 hour,

providing effective out-of-the-box protection. In addition, because the IPS provides real-time automated protection

and gets automated filter updates the on-going management and configuration is pretty much set-it and forget-it. 

This allows IT personnel to focus on more strategic security needs

instead of repairing damage to network infrastructure after a successful attack.

So, the bottom line is that the overall management of the Intrusion Prevention Systems,

for even a complex network environment, is very easy for IT staff or security personnel.

Now let’s look at how leading companies use Intrusion Prevention Systems. 

First, the IPS is almost always installed to protect the WAN perimeter.  But now, because the IPS can perform so well

inside the network where performance requirements are most stringent, most companies are expanding their IPS deployments.

The IPS is now a regular fixture in:

Providing protection of critical web, email and DNS infrastructure in the DMZ,

Protecting key assets and corporate data in the data center,

Providing security isolation in the core of the network,

And providing isolation of access zones at the access aggregation points.

So, the IPS now provides automated protection for the entire network from both external and internally generated attacks.

So in summary, an intrusion prevention system provides automated inline security

throughout the modern network to protect against an ever increasing and changing threat landscape.

But to go in-line so it can deliver this automated protection, the IPS must deliver:

In-Line Reliability and Performance

Extreme Filter Accuracy

Broad Filter Coverage in a Timely Manner

And it must be Easy to Use

That wraps up this IPS tutorial.  I hope this tutorial has been informative 

and that you will consider evaluating an Intrusion Prevention System to automate your network protection.  

Thank you for your time.

